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Abstract

The distributional impact of the low-carbon transition is an increasingly important topic both for aca-

demics and policymakers. Quantifying where the costs and benefits fall can provide greater insight into the

equity and cost-effectiveness of government policies, and improve our understanding of household investment

decisions. This paper provides new evidence on the distribution of returns from energy efficiency measures

both over time and across household-type. A range of econometric techniques are applied to a database of

over four million households over an eight year period to quantify heterogeneity, persistence and how these

factors impact the relative cost-effectiveness of measures. Results suggest that more deprived households

experience lower energy savings, the difference persists over time, and that significantly heterogeneity may

be present across levels of deprivation and income deciles that can not be explained by differences in baseline

consumption. Measures have been largely cost-effective but savings are much lower than previous policy

evaluations using ex-ante estimates would suggest.
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1 Introduction

Residential buildings account for around 30 percent of the United Kingdom’s energy consumption and constitute

the third largest sector by emissions (BEIS, 2018). With the introduction of recent legislation to achieve net

zero emissions by 2050 (UK Climate Change Act, 2019), major steps to reduce emissions occurring in homes

will be necessary. Energy efficiency measures will play an increasing role in achieving these reduction targets.

In addition to the challenge of the decarbonisation of the domestic energy sector, more than 10 percent of the

UK’s population still lives in fuel poverty today (BEIS, 2019). For this reason, energy efficiency programmes to

date have typically pursued two objectives simultaneously: reducing emissions and combating fuel poverty.

Yet, policy evaluations often do not take into account the distributional impacts of energy efficiency measures

and tend to be based on energy saving estimates from ex-ante engineering models. Previous studies have shown

that the engineering estimates of energy savings can be more than three times what is actually realised and

the upfront investment costs can be up to twice the actual savings (Allcott and Greenstone, 2017; Fowlie et al.,

2018).

We build on this research tackling the question of how much savings energy efficiency measures actually

deliver, a question that is more difficult to answer than it may appear. In contrast to previous research, we

further evaluate how these savings are distributed, both across households and over time. Providing answers to

these questions is important both for understanding why households appear to under-invest in energy efficiency

measures relative to what is socially or even privately optimal, the so-called “energy-efficiency gap”1 and evalu-

ations of policies aimed at encouraging adoption of energy efficiency measures. Overstated returns make private

investments seem more attractive, and makes policies appear more cost-effective than they actually are. This

issue is exacerbated by the fact that many policy evaluations rely on ex-ante engineering estimates of savings,

rather than observed outcomes.

Evaluations of energy efficiency improvements tend to take a short time-scale, usually a window of a couple

of years on either side of the intervention in order to assess the magnitude of savings. This is despite the fact

that time-scale has proven an important factor when examining the impact of building energy codes on energy

consumption (Kotchen, 2017), and on the effect of behavioural interventions to reduce energy consumption

(Allcott and Rogers, 2014). The impact of energy efficiency measures could vary over time for various reasons.

Specific factors related to usage patterns in any particular period may bias results both before and after, while

1The reluctance of some consumers to make energy saving investments that offer them seemingly positive net-present value
(NPV) returns has been widely studied. For example see Hausman (1979); Blumstein et al. (1980); Jaffe and Stavins (1994); Golove
and Eto (1996); Allcott and Greenstone (2012). However, there has been much debate on the size of this gap and the relative
contribution of market failures, behavioural anomalies or model and measurement error. A recent paper by Gerarden et al. (2015)
argues that the energy efficiency gap may not be as large as expected and that unobserved costs, overstated savings from adoption,
consumer heterogeneity, inappropriate discount rates and uncertainty may all contribute to the low adoption rate not being as
“paradoxical as it first appears. A related literature focuses on supply side market failures, imperfect competition and suboptimal
rate of innovation. See for example Goldberg (1998); Cohen et al. (2017); Brucal et al. (2017)
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poor installation quality or degradation in the installed equipment may affect the results post-installation.

Variation over time could affect the accuracy of measurement, the attractiveness of the investment, or the

cost-effectiveness of a government scheme.

Additionally, it has been shown that rebound effects can exhibit significant heterogeneity across income

groups (Aydin et al., 2017)2. Understanding the way in which cross-sectional and temporal variation interact is

crucial to developing a complete picture of the distributional impact of energy efficiency policies and measures.

This research extends the above literature by examining both the heterogeneity and persistence of savings

associated with installing widely-used energy efficiency measures. In order to conduct this analysis we exploit an

extremely large database of home energy efficiency upgrades and metered energy consumption3, covering over

four million households and a period of eight years. By combining statistical matching and a range of panel

econometric estimators we control for unobserved heterogeneity and selection into various government schemes

which funded the upgrades. Another novel feature of this analysis is that our database covers the universe of

households entering into energy efficiency schemes administered by energy suppliers in the UK, thus reducing

the potential for “site-selection bias” as identified by Allcott (2015).

The data allows us to examine the variation in performance depending on when measures were installed,

how they perform over time, how this varies by dwelling and socioeconomic characteristics, and ultimately

how this affects the cost-effectiveness of measures for different household types. Results indicate significant

cross-sectional and temporal variation in energy savings. In particular, the results demonstrate that energy

savings are lower for more deprived households. Using predicted income data, heterogeneity becomes even more

pronounced showing extremely low savings in the lowest decile and significant differences between the lowest

deciles. Quantile regression analysis suggests that differential baseline energy consumption does explain some

of the difference between socioeconomic groups, but not all. We also present suggestive evidence that savings

diminish over time for loft insulation and heating system replacements. The measures are generally still NPV

positive, and compare favourably with the cost-effectiveness of other initiatives, but the returns are much lower

than expected.

It is important to state that more deprived households may trade-off energy savings with increased internal

temperatures resulting in increased well-being or health benefits. For this reason we cannot make claims about

total welfare gains and how they are distributed. However, the results do raise concerns over distributional

factors given how the costs of policies are subsequently levied on households.

The rest of the paper is organised as follows; Section 2 provides the context in which this analysis takes place;

2Other recent work has demonstrated the way in which energy efficiency incentives are distributed across income groups (Jacobsen,
2019).

3The National Energy Efficiency Framework Database (NEED). Further details available at:
https://www.gov.uk/government/collections/national-energy-efficiency-data-need-framework
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Section 4 the data; Section 3 describes the methodological approach employed and considerations undertaken;

Section 5 outlines the results; Section 6 provides the results of robustness checks and sensitivity analysis; Section 7

provides a concluding discussion.

2 Background

The Supplier Obligation (SO), first introduced to the UK in 1994, has become the principal policy instrument

for implementing energy efficiency improvements in the domestic sector in the UK (Rosenow, 2012). The

Supplier Obligations are an example of a “Tradable White-Certificate” (TWC) scheme. These are regulatory

mechanisms, employing a market-based approach to deliver energy savings. Theoretically, they can be considered

a hybrid subsidy-tax instrument, in which suppliers provide subsidies for energy efficiency upgrades that are then

recovered through increased energy prices (Giraudet et al., 2012), having parallels with traditional demand-side

management (DSM) programmes in that companies are required to invest in projects that ultimately reduce

demand for their product (Sorrell et al., 2009b).

As outlined in Bertoldi and Rezessy (2008) and Giraudet et al. (2012), SOs have three main features: an

obligation is placed on energy companies to achieve a quantified target of energy savings; savings are based on

standardised ex-ante calculations; the obligations can be traded with other obligated parties. This flexibility

ideally allows suppliers to choose the most cost-effective way to reach their target. Suppliers bear the cost of

installations in the first instance, costs are then passed through to their entire population of customers through

increases in energy prices (Chawla et al., 2013)4 . Clearly, this may have distributional consequences if certain

segments of the population are less likely to avail of the schemes. To alleviate this concern, targets were imposed

regarding the proportion of savings to be achieved from lower income groups.

The former Department of Energy and Climate Change (DECC)5, sets the savings targets which are then

enforced by the energy regulator, the Office of Gas and Electricity Markets (Ofgem). Ofgem sets and administers

individual savings targets for each energy supplier. Energy suppliers have various options to achieve their targets

such as contracting installers, subsidising energy efficiency products, cooperating with local authorities, delivery

agents or supermarkets, or directly working with their customers (Rosenow, 2012).

4Other recent work has examined this question in a US context(Burger et al., 2020).
5now Department for Business, Energy and Industrial Strategy (BEIS)
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Figure 1: Time-span of selected UK Energy Efficiency Programmes from 2002-2012.
NEED data used in this research is from 2005-2012

Figure 1 gives an overview of SOs from 2002-2012. The first Energy Efficiency Commitment (EEC1) ran from

2002 to 2005, followed by EEC2 in 2005. In 2008, EEC2 was replaced by the Carbon Emissions Reduction Target

(CERT) which ran until 2012. In 2009, the Community Energy Saving Programme (CESP) was introduced in

parallel with CERT. While the main architecture of SOs did not change, the savings targets and the costs of the

delivering the programmes increased over time. Rosenow (2012) provides a comprehensive overview of the main

changes in each scheme from 1994 - 2012 with regards to the target, the costs, social equity implications and

other changes in design. The main change concerned the target size, increasing substantially in lifetime savings

from 2.7 to 494 terawatt hours (TWh) between 1994 and 2012 (Rosenow, 2012).

From 2002, all programmes included a target for disadvantaged households and fuel poverty increasingly

came to the fore. Eventually, CESP only allowed projects to be carried out in specific low income areas of

Britain, the lowest 10-15% of areas ranked in Income Domain of the Indices of Multiple Deprivation (Hough and

Page, 2015). Thus, CESP was only available in certain geographical regions. Furthermore, CESP introduced a

new bonus structure that incentivised the installation of multiple measures in a single dwelling and the treatment

of as many dwellings as possible in the same area (Duffy, 2013). Table 1 summarises the key features of the

schemes under consideration.

A key feature of all previous evaluations of the above policies is that the energy savings achieved were based

on model ex-ante estimates and not actual ex-post data. Engineering model estimates tend to overstate actual

savings significantly, as they are derived from lab-based estimates and factors such as occupancy and behaviour

are typically not considered. This would lead to concern over the accuracy of measurement regarding both the

energy savings achieved and the cost-effectiveness of various policies in delivering savings.
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Table 1: Overview of Supplier Obligations

ECC1 ECC2 CERT CESP

Target 62 TWh 130 TWh 494 TWh 19.25 Mt CO2
Annual costs (millions) 167 400 1,158 unknown
% savings in priority group 50% 50% 40% 10-15% most deprived areas

Total measures installed
Cavity wall insulation 791,524 1,760,828 2,568,870 3,000
Loft insulations 754,741 1,780,302 3,897,324 23,503
Replacement heating system 366,488 2,018,812 31,986 42,898

Total estimated energy saving by
measure
Insulation 56% 75% 66.20% -
Heating 9% 8% 8.20% -
Lighting 24% 12% 17.30% -
Appliances 11% 5% 5.90% -
Other - - 2.40% -

Notes: Information on estimated total costs, energy savings and primary measures installed through selected UK
energy efficiency programmes from 2005-2012. This table does not provide a comprehensive account of each policy,
rather a mapping of measures installed through each policy and data included in NEED. Savings presented are estimated
based on engineering models. Estimated savings by measure presents the contribution of each measure to total savings
for each policy. Source: Adapted from information presented in Lees (2006, 2008); Rosenow (2012); Duffy (2013); Ofgem
(2013)

3 Methods

3.1 Empirical framework

Lancastrian Demand Theory suggests that households do not derive utility from consumption of a good but from

the characteristics of the good and its combination with other goods (Lancaster, 1966). In this particular case,

households derive benefits from their consumption of energy services and not units of energy per se. Energy

services can be considered as a final good produced by the combination of energy inputs and capital equipment.

The services produced include lighting, space heating, water heating. The capital equipment includes heating

systems and insulation. These are intermediate goods in the production of thermal comfort or other measures

of household satisfaction (Quigley and Rubinfeld, 1989).

The benefit a household derives from an improvement in the capital equipment can be realised through

either a reduction in energy units required to maintain the previous level of energy service or through increased

consumption of energy services, due to a reduction in their effective price. The latter effect is sometimes referred

to as the “rebound effect” and has been widely studied.6

6Empirical estimates of the size of this effect vary considerably. See Sorrell et al. (2009a) for an overview. Increased energy
service consumption could result in a range of other benefits to households and has been described as the multiple benefits of energy
efficiency (Ryan and Campbell, 2012)
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As outlined by Nordhaus (1996); Hunt and Ryan (2015); Fouquet (2018) amongst others, not accounting for

energy services in any empirical framework may result in model mis-specification and biased estimates. However,

energy services can be difficult to observe. To account for this Hunt and Ryan (2015) suggest adding additional

terms to the empirical framework in order to account for unobserved energy efficiency. These include adding

exogenous time trends, information on past energy prices and the components of past energy prices - all of which

help to account for any underlying changes in unobserved energy efficiency. Taking this on board, we propose a

reduced-form framework with a rich set of fixed-effects which account for both exogenous improvements in energy

efficiency and changes in energy prices without explicitly modelling these factors. In addition, by examining

heterogeneity in energy savings for different household types following installation of similar capital equipment,

we can implicity observe changes in energy services derived by different households.

3.2 The baseline model

Energy consumption is determined by a range of factors such as temperature, characteristics of the dwelling and

its inhabitants, and energy prices. We estimate the following baseline panel specification:

ln(yit) = αi + γt + ρrt + δDijt + εit (1)

Where yit denotes consumption of either electricity or natural gas (both in kWhs) by household i in year

t, αi is a household fixed-effect, γt is a year fixed-effect which controls for unobserved factors which vary at an

annual level such as broader macroeconomic conditions and weather patterns, ρrt is a year-by-region fixed effect

to control for factors which vary at a sub-national level, such as more localised economic shocks and weather

patterns, Dijt is the treatment dummy denoting measure j in household i at year t. The key parameter of

interest is δ the Average Treatment Effect on the Treated (ATT).

The model is estimated as a fixed effects panel specification controlling for unobserved time-invariant house-

hold characteristics which might affect energy consumption. Over the course of the analysis, a variety of ex-

tensions to the above are estimated, to account for interactions between upgrades and household socioeconomic

characteristics, and to examine the performance of upgrades over time. Models are primarily estimated for gas

consumption, but electricity consumption is also considered. Standard errors are clustered at the region level in

all specifications7.

7Abadie et al. (2017) suggest clustering standard errors at the level of treatment assignment unless one is estimating a fixed-effects
regression, in which case clustering is necessary at the level of the fixed effect if there is heterogeneity in treatment effects. This is
true in our case and we cluster at the region level. However, this results in a small number of clusters (10). To account for the low
number of clusters we run a Wild Bootstrap estimation with 5000 replications and Webb weights as per Roodman et al. (2019) and
Webb (2013). Comparing results, the confidence intervals of our estimates are extremely stable for bootstrapped standard errors
and cluster robust standard errors at the region level. Given our extremely large sample size, bootstrapping is very computationally
intensive. For this reason we perform it as a robustness check and present results in the Supplementary Material.
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3.3 Event study analysis

Building on our baseline model the next step is to examine how upgrades perform over longer periods of time, a

key novelty of this research. In order to do this we perform a series of Event-Study analyses. In all estimations

we include a matched control group of households. We run our baseline specification however we initialise

our treatment indicator at 0 for the year of upgrade with all previous years (−n, ...,−1) and all subsequent

years (+1, ...,+n). Applying this methodology allows us to stack all observations in order to exploit the full

sample of pre- and post-upgrade years8. This affords us a number of benefits: (i) It allows us to assess whether

pre-treatment trends are similar and that the parallel-path assumption holds; (ii) It allows us to rule out the

possibility of any treatment-effect over time resulting from specific factors in any given year (although we also

include year fixed effects); (iii) It allows us to estimate the size of the initial treatment-effect, then decompose

it over time.

3.4 Quantile regression

In order to more deeply explore heterogeneity we next estimate a series of quantile regression models. Standard

linear regression enable an analysis of the relationship between regressors and outcome based on the conditional

mean function E(y/x). Quantile regression allows an analysis of this relationship at different points in the

conditional distribution of y, allowing for a potentially richer characterisation of the data.

Undertaking this analysis is important to further understand the relationship between varying levels of

baseline energy consumption, the socioeconomic characteristics of the households and the resultant energy

saving from installing measures. For example, it might be the case that savings are related more to baseline

consumption levels than to the socioeconomic characteristics of the household. The quantile regression estimator

for quantile p minimises the following objective function:

Q(βp) =

N∑
i:Yit≥X′

it

p|Yit −X ′itβp|+
N∑

Yit<X′
it

(1− p)|Yit −X ′itβ| (2)

where 0 < p < 1. In this analysis quantile regressions are estimated at 20th percentile of the annual gas

consumption distribution, resulting in p = 0.1, 0.2, ...0.9.

3.5 Pre-processing data using statistical matching

Prior to undertaking analysis we pre-process the data using statistical matching. There is strong evidence that

the presence of unobserved heterogeneity leads to inaccurate econometric estimates in a fixed-effects OLS setting

8We are very grateful to one of our Referees for making this suggestion
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(Ferraro and Miranda, 2017; Gibbons et al., 2014). Self-selection bias occurs as households voluntarily decide

to apply upgrades in their homes or take part in government funded schemes, potentially causing the treatment

and control group to differ systematically in aspects that both affect their likelihood of taking part in energy

efficiency programs, and their energy consumption, causing the failure of the conditional mean independence

assumption (Wooldridge, 2010). Unobserved heterogeneity between households means that households respond

differently to common shocks. For instance, increasing energy prices might lead to different behaviour of low

and high income households. One strategy to overcome this threat and to obtain consistent and unbiased

estimators is to apply a matching technique (Wooldridge, 2010). Recent research has shown that by combining

statistical matching with Differences-In-Differences estimation (DID), the accuracy of evaluations can approach

that achieved by a randomised-controlled trial (RCT) (Ferraro and Miranda, 2017). We should note that

(Chabé-Ferret, 2017) caution about the use of Difference-In-Differences with conditioning on pre-treatment

outcomes when the Parallel Trend Assumption (PTA) fails. In our case the Event-Study analysis in Section 5.4

demonstrates that pre-treatment energy consumption trends in upgrade and control group are very similar, and

the PTA does not fail.

Coarsened-exact matching (CEM) is a non-parametric statistical procedure which improves the estimation

of causal effects by reducing imbalance in observed variables between treatment and control groups (Iacus et al.,

2008; Blackwell et al., 2009). Iacus et al. (2012) compare CEM with a range of other matching methods using

Monte Carlo simulations and conclude that CEM has superior performance in terms of the bias and variance of

the ATT. Alberini and Towe (2015) use a similar approach in an analysis of home energy audits in the state of

Maryland.

Our extremely large sample size allows a high level of precision in matching. A high degree of balance is

achieved across variables used in matching and variables not used in matching as measured by the standardised

differences, variance ratios and most importantly, the pre-treatment trends. Detailed information on the proce-

dures used, the degree of balance obtained and comparison with other matching methods can be found in the

online Appendix to this article.

4 Data

4.1 The National Energy Efficiency Database framework

The primary dataset used for analysis is National Energy Efficiency Database framework (NEED). This dataset

contains dwelling-level data on four million households, over an eight-year period. Information comes from a
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range of sources including meter point electricity and gas consumption data9, Valuation Office Agency (VOA)

property attribute data, the Homes Energy Efficiency Database (HEED) containing data on energy efficiency

measures installed, and modelled data provided by Experian on household characteristics. An overview of data

types and sources is provided in Table 2.

Table 2: Data sources combined in NEED

Type of variable Source

Energy efficiency measures HEED/Ofgem/DECC

Energy consumption Energy Supplier

Property attributes VOA

Household characteristics Experian

Note: Description of data sources included in NEED database

The NEED database includes measures installed through EEC2, CERT and CESP schemes. These schemes

were by far the most prevalent mechanism for delivering energy savings in residential dwellings in the UK over

this period. The database does not include an exhaustive list of measures installed as part of the various schemes,

appliances and lighting also featured but are not included. However, as Table 1 demonstrates, insulation and

heating comprised the vast majority of estimated energy savings across various schemes over this period. In

total over two million measures were installed over the period within our sample.

All insulation installations in our dataset were funded through government schemes. Heating upgrades were

funded through both public and private means. In the early part of the sample (pre-2007) boiler installations were

likely to have been funded through government schemes, however government support for replacement boilers

was withdrawn during EEC2, as a combination of previous support schemes and new building regulations in 2005

had already delivered a significant penetration of new condensing boilers. Therefore the boiler data we report

on is a combination of publicly and privately funded investments. As specified in the 2005 Building Regulations,

all replacement boilers were required to be condensing gas or oil and have a minimum efficiency rating of 86

percent.

4.2 The English Housing Survey (EHS)

One limitation of the NEED dataset is that household income data is not made available to academic researchers.

We attempt to over come this limitation by supplementing the NEED dataset with the English Housing Survey

(EHS). The EHS is a cross-sectional survey, which reports information on socio-economic characteristics, includ-

9According to the NEED methodology meter readings are obtained from the existing administrative systems of the energy
companies and provided by the data aggregators. Gas data are weather corrected by the aggregators.
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ing income, and dwelling information of households at two-year intervals. Several common variables in the EHS

and NEED allow to us predict EHS Basic income (annual net household income (HRP + Partner) including

savings) for the households in NEED for different periods from 2005 to 2012. The income prediction model

uses LASSO methods for feature selection and we run a number of sensitivity checks. The Appendix includes

a detailed explanation of the income prediction process. Given that income is predicted rather than observed,

this does not form the core of our analysis. However, it provides a useful comparison for our analysis using the

area-level Index of Multiple Deprivation (IMD).

4.3 Descriptive statistics

Descriptive statistics for all variables used in the analysis are presented in Table 3. Due to space considerations,

further detail on all variables contained within the dataset is provided in Table A1 in the online Appendix. This

includes an overview of the information used in constructing the area-level IMD groupings.
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Table 3: Selected summary statistics

Variable Type Mean Std. Dev. Min Max

Gas consumption continuous 16951 7839 0 50000

Electricity consumption continuous 3975 2243 100 25000

Total energy continuous 20925 9047 550 75000

log(Gas) continuous 9.625 0.503 6.215 10.820

log(Electricity) continuous 8.147 0.536 4.605 10.127

log(Total energy) continuous 9.853 0.453 6.310 11.225

Year cavity wall binary 0.147 0.354 0 1

Year loft insulation binary 0.115 0.319 0 1

Year new boiler binary 0.153 0.360 0 1

Region categorical 5.649 2.619 1 10

Year categorical 2008.5 2.291 2005 2012

Fuel type binary 0.991 0.096 0 1

Property age categorical 3.132 1.577 1 6

Property type categorical 3.067 1.614 1 6

IMD group categorical 3.126 1.433 1 5

Electricity price continuous 0.121 0.014 0.094 0.138

Gas price continuous 0.035 0.006 0.024 0.044

Predicted income continuous 26975 8912 3438 62591

Income quintile categorical 3.248 1.408 1 5

Income decile categorical 6.019 2.857 1 10

Note: Summary statistics for variables used in regressions and additional calculations.

N=5,502,936 ; n=687,925; t=8

Figure 2 depicts annual uptakes of energy efficiency measures by IMD group. In all years, the largest number

of loft insulation installations and heating system replacements were done by the most deprived households (IMD

group 1). In the years 2005 to 2007, this is also true for cavity wall insulations but from 2008 on the number

of installations increased with the income level of households. However, logistic regressions (see Appendix)

show that controlling for region and dwelling characteristics, the odds of up-taking cavity wall insulations

are still higher for the most deprived households then for better-off households. This also holds true for loft

insulation installations and heating system replacements. This pattern reflects the prioritisation of disadvantaged
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households as prescribed by the SO.
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Figure 2: Number of installations by IMD group and year. Unweighted sample.

Table 4 presents a correlation matrix of IMD group and predicted income within our final sample used in the

analysis. We compare IMD group with a continuous measure of income along with income quintile and decile.

We collapse our continuous income measure into quintiles in order to make a direct comparison with IMD group

in our analysis. A further categorisation into deciles allows us to extend our analysis of variation. We observe

a reasonably high correlation and a highly statistically significant relationship between all measures of income

and IMD group.

Table 4: Correlation of predicted income and IMD group

IMD group Income Income quintile Income decile

IMD group 1
Income 0.5785* 1
Income quintile 0.6262* 0.8808* 1
Income decile 0.6373* 0.9099* 0.9843* 1

Note: single asterisks statistical significance at the 0.1% level

5 Results

All reported results are estimates of the average treatment effect on the treated (ATT) and can be interpreted

as percentage energy savings, unless otherwise stated. Multiple upgrade and control groups are created for

the entire period of analysis and for each individual year. This allows us to calculate the average effect and

to examine trends over time. Analysis is restricted to households with electricity consumption between 100

and 25,000 kWh, and gas consumption between 3000 and 50,000 kWh. Outliers are excluded to minimise risk

13



of inclusion of invalid consumption readings or non-domestic properties10. Following this we create dummy

variables to indicate if household energy (either electricity or gas) changed by more than 50, 60 or 70 percent in

any given year. These dummy variables are then used in sensitivity analysis to control for any large changes which

might haver been the result of unobserved changes in occupancy. For comparison purposes we also calculate the

energy savings in kWh for electricity and total energy (Table D1 in the online Appendix). As these measures

primarily impact heating and natural gas is by far the main fuel used for heating the focus of our analysis will be

on a subset of dwellings using natural gas for heating. Additional results from a range of sensitivity checks and

applying different data trimming are presented in Table E1 in the online Appendix and discussed in Section 6.

5.1 Central estimates

The central estimates from our main specification are presented in Table 5. Results show that the energy savings

over time are quite consistent for each measure, regardless of when the installation took place. Annual gas savings

for cavity wall insulation range from 9.4 - 11.1 percent, loft insulation 2.6 - 3.9 percent, and replacement heating

systems 8 - 10.1 percent. These results are consistent with Adan and Fuerst (2015) and Hamilton et al. (2016)

who perform similar analysis on this dataset and other related data.

10Properties above this threshold for either gas or electricity are likely to be non-domestic users. Properties below are likely
to include dwellings that only use gas for non-heating purposes. Properties below the threshold for electricity are likely to be
dwellings in which electricity supplies are not being used or are new builds and not yet occupied. In total restricting the sample
in this way removes about four percent of the sample. This restriction is applied as part of BEIS Validation and quality as-
surance. Available here: https://www.gov.uk/government/publications/domestic-national-energy-efficiency-data-framework-need-
methodology. A similar restriction is also applied by Adan and Fuerst (2015).
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Table 5: The effect of energy efficiency upgrades on energy consumption

(1) (2) (3) (4) (5) (6) (7)

Full sample 2006 upgrades 2007 upgrades 2008 upgrades 2009 upgrades 2010 upgrades 2011 upgrades

Cavity wall insulation -0.094*** -0.097*** -0.111*** -0.099*** -0.098*** -0.097*** -0.101***

(0.001) (0.002) (0.003) (0.002) (0.002) (0.002) (0.002)

Loft insulation -0.030*** -0.026*** -0.031*** -0.028*** -0.027*** -0.039*** -0.035***

(0.001) (0.003) (0.003) (0.002) (0.002) (0.002) (0.002)

Replacement boiler -0.092*** -0.080*** -0.093*** -0.087*** -0.102*** -0.109*** -0.099***

(0.001) (0.002) (0.002) (0.002) (0.002) (0.002) (0.002)

Household fixed effects Y Y Y Y Y Y Y

Year fixed effects Y Y Y Y Y Y Y

Year*region fixed effects Y Y Y Y Y Y Y

Observations 5502936 617022 545627 564756 730447 746573 871379

Number of households 687925 77128 68203 70595 91306 93322 108922

R squared 0.349 0.327 0.353 0.370 0.369 0.386 0.367

Notes: This table reports coefficient estimates and standard errors from eight separate regressions. The dependent variable in all regressions is the logarithm

of annual gas consumption in kilowatt hours. Column(1) ”All” denotes efficiency upgrades occurring at any time during the sample period. Columns (2-7) relate

to upgrades occurring only in the relevant year. Each individual year denotes upgrades occurring solely in that year. For each upgrade group a matched control

group is created using coarsened-exact matching. The sample includes metered energy consumption records from 2005 to 2012. Standard errors are clustered at

the region level. Triple asterisks denote statistical significance at the 1% level; double asterisks at the 1% level; single asterisks at the 10% level.

5.2 Heterogeneity by level of deprivation

The next set of results, presented in Figure 3, show the interaction of the treatment variable with the variable

indicating the socioeconomic characteristics (deprivation level) of the area in which the household resides. Energy

savings are much greater for those households living in more affluent areas (IMD = 5), compared to those in less

affluent areas (IMD = 1). This is true for all upgrade types. Combining all measures, the annual savings range

from approximately 15 percent for those in the lowest IMD category to approximately 25 percent for those in

the highest. This result raises concerns over distributional issues as the costs of these policies were likely applied

as a flat-rate tariff on energy bills (Chawla et al., 2013). If savings are concentrated in the higher income groups,

this suggest a further loading of policy costs onto those least able to afford it. Particularly as a flat-rate charge

is already regressive, disproportionately affecting those on lower incomes.
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Figure 3: Average Treatment effect on the Treated (ATT) for each IMD group.
ATT is percentage reduction in energy consumption following installation of energy
efficiency measure.

5.3 Heterogeneity by predicted household income level

Since IMD is a composite indicator for several socioeconomic characteristics, the use of the predicted income

enriches our analysis with more specific information on the relationship between energy consumption and income.

We interact income category with the treatment for both income quintile and decile. The results presented in

Figure 4 show a broadly similar pattern with those of IMD group. Energy savings are smallest for the lowest

quintile and largest for the highest quintile. Interestingly, the heterogeneity in energy savings is even more

pronounced for predicted income as the difference in ATT between the lowest and the highest income quantile

are larger than between the lowest and highest IMD group.

Performing the same analysis with income deciles provides an even more fine-grained picture of the disparity

in energy saving between income groups. Variations that are masked within quantiles and IMD groups become

apparent. The results depicted in Figure 5 suggest that the difference in ATT are largest at both ends of the

distribution. Thus, households in the first decile have significantly smaller energy savings than for households

in the second decile regarding cavity and heating system measures and households with the highest incomes in

the 10th-decile have higher energy savings than high-income households in the ninth decile.

As our income variable is predicted rather than observed we treat these results with a degree of caution, and

will use IMD group for subsequent socioeconomic categorisation. However, by undertaking a comparison with

IMD we provide a degree of assurance that the use of IMD is valid as a socioeconomic indicator. If anything

IMD group represents a lower bound on the degree of variation that exists in the population.
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Figure 4: Average Treatment effect on the Treated (ATT) for each income quintile.
ATT is percentage reduction in energy consumption following installation of energy
efficiency measure.
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Figure 5: Average Treatment effect on the Treated (ATT) for each income decile.
ATT is percentage reduction in energy consumption following installation of energy
efficiency measure.

5.4 Event Study analysis

Building on the above analysis we now apply an Event Study methodology. The use of this method allows for

a comprehensive assessment of the treatment effect over time for all years. All Event Study figures display the

percentage difference in energy consumption between upgrade and control group for all periods. Given that

the time of treatment varies across the sample, we can extend our analysis to six periods pre- and six periods

post-upgrade.
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Figure 6 presents results of installing any measure for all households, decomposed by IMD group. Across all

IMD groups pre-treatment trends are very similar, and not statistically different from zero in almost all cases11.

The full savings resulting from any measure are realised by year plus 1. This is due to a slight mismatch in

the calendar year for energy consumption and installation of measures, rather than any delayed impact12. For

this reason we consider the treatment period to be between (−1 ≤ t ≤ t+ 1). The magnitude of the treatment

effect is lowest for IMD group 1 and savings increase with increasing affluence, in line with our previous results.

The observe difference by IMD group persists over time. In the online Appendix we provide more detailed

information on the breakdown of savings over time by measure. The savings for cavity wall insulation are again

lower for more deprived groups and savings appear quite persistent over time for all groups. A similar pattern is

observed for loft insulation, however for IMD group 1 the savings are statistically close to zero. The confidence

interval on the estimate actually includes zero in later years pointing towards an erosion of savings, but this

is also potentially due to lower number of observations in later periods. For heating system upgrades, again

savings are lower for more deprived households. For all groups savings appear to erode over time. However when

performing this sample split, the pre-treatment trend shows some evidence of an increase also, suggesting that

other factors may also be influencing the post-treatment trend. All of these results are presented graphically in

the online Appendix.

11For IMD group 1 the difference is marginally different from zero in early periods but is of low magnitude.
12The gas consumption year is October-September. See Appendix for further information
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Figure 6: Composite measure: Event Study analysis of percentage savings for all
households and by IMD group. Upgrade occurs during period −1 ≤ t ≤ +1

5.5 Quantile regression analysis

We next run a series of quantile regressions to further tease-out the heterogenous effects across the distribution

of the dependent variable. We first estimate a quantile regression for the entire sample across all years, following

this we estimate separate models for each IMD group. Results in kWh are presented in Figure 7. A number of

interesting findings emerge.

Firstly, as one might expect, households at the higher percentiles of energy consumption save more energy

after installing measures. This relationship is broadly linear across all measures and IMD groups. Secondly,

savings from cavity wall insulation are largely comparable to that of boiler replacement across all quantiles and

groups13. Savings from both of these measures exceed savings from loft insulation. Thirdly, while the patterns

13However, replacing a heating system costs considerably more than installing cavity wall insulation. See Section I of the Appendix
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are largely comparable across IMD groups, as per previous results the level of savings are lower for the more

deprived groups. In fact, savings are close to zero at the lower end of the energy consumption distribution

for the lowest IMD groups. These results suggest that level of deprivation and baseline consumption are both

contributing factors in determining the level of savings.
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Figure 7: Quantile regression results estimated for 10 quantiles of the dependent
variable. Estimation performed for all groups together and for each IMD group sep-
arately. The grey/red line denotes loft insulation; green/yellow cavity wall insulation
and blue/red boiler upgrade.

5.6 Cost-effectiveness and Net Present Value calculations

Taking our estimates of the estimated energy savings for different households we can develop more realistic

assessments of the cost-effectiveness of measures than had been previously calculated. While much of the

measures observed in our sample are funded by utilities, funding for heating system upgrades finished in 2007.
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From that point onwards they have been privately funded by households. The rest of the measures were funded

by utilities, although households did make a small contribution14.

We acknowledge that the following set of results do not fully describe the incentives faced by households

or utilities in our sample. But in the spirit of Fowlie et al. (2018) we would argue that it is still informative

to investigate the return on investment, despite the fact that suppliers funded the majority of these measures.

During our sample period, other schemes such as the Warm Front funded very similar upgrades and were fully

publicly funded. In addition, many households who would consider making these investments are not eligible

for support and are faced with the type of investment decisions we examine.

A number of published academic and policy papers provide cost-estimates. The estimates we present in Panel

A of Table 6 are based on a range of previous studies, outlined in more detail in Tables I1, I2 and I3 in the online

Appendix. The costs we present are the costs incurred by the energy companies in installing each measure.

These may understate the actual costs in some cases, and can thus be considered a lower bound. For example,

the cost for replacement heating system used (£200) for past policy evaluations is the assumed additional cost

of installing a high efficiency system, over and above a typical lower-efficiency system. We consider this estimate

to be a lower bound. The Energy Savings Trust estimate the costs of boiler replacements to range from £700

to £6,000 (EST, 2013). On average the installation of condensing boiler costs around £2,400 per dwelling. In

a 2015 review Frontier Economics assumed that the fixed cost of for gas-fired condensing boilers lie between

£2,200-3,000 (Economics, 2015). For the purposes of comparison we consider the upper bound for a replacement

heating system installation to have been £2000 in 2006.

The internal rate of return (IRR) on a project is the discount rate (r) that yields a net-present value of zero,

or the discount rate at which the average value of avoided discounted future energy costs equals the upfront

investment cost. Formally, this can be calculated using the below formula:

NPV =

T∑
t=1

Ct

(1 + r)t
− C0 (3)

Where T is the estimated lifespan of the measure, Ct are the avoided energy costs in year t, C0 is the upfront

investment cost and r is the IRR which we solve for. The IRR is calculated based on the econometric estimates

we observe, for varying estimated lifespans of measures and assuming constant future energy prices.

Panel B of Table 6 presents estimated IRRs for each measure, calculating the IRR for 10, 20 and 30 years.

Our preferred estimated lifespan is 10 years for replacement heating system and 30 years for both types of

insulation. Assuming a lifespan of 30 years or more, cavity wall insulation is an attractive investment yielding a

14Based on Lees 2008 suppliers bore 80-93 percent of the costs for cavity wall insulation in the Priority (low-income) groups and
50-65 percent of the costs for all other households.
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return of 16 percent. Loft insulation is less attractive yielding 6 percent. Whether to invest in a heating system

depends greatly on whether one uses the estimated policy cost or private cost.

The next set of results, presented in Panel C, Table 6 takes the preferred estimated lifespan and presents

IRR estimates for each measure and each IMD group, along with the sample average for comparison purposes.

A considerable degree of variation exists around the sample average, with households living in more deprived

areas experiencing much lower returns than those in more affluent areas.

To broaden the perspective somewhat we also consider two other measures of cost-effectiveness: the cost

per tonne of CO2 removed and the cost per kWh of energy saved. These are calculated at the sample average

and allow a comparison of the overall cost of these policies with other similar initiatives. The estimated cost

per kWh of energy saved is calculated by summing up the annual estimated savings over the expected lifetime

of the measure. To calculate the cost per tonne of CO2 removed, we convert our kWh estimates based on the

estimated CO2 produced in consuming one kWh of gas and electricity based on DEFRA/DECC greenhouse

gas conversion factors. These are reported in Table 6, detailed information on the underlying assumptions is

presented in Section I in the online Appendix.

Cavity wall insulation is the most cost-effective measure, followed by loft insulation and replacement heating

systems. Relative to the estimated social cost of carbon and natural gas prices, insulation and the lower esti-

mate for replacement heating systems seem relatively cost effective. However, at the upper bound of replacement

heating system cost it does not represent an attractive investment.

Converting the cost per kWh saved in 2000 GBP to 2015 USD it is possible to compare the cost of these

interventions with a wide range of other initiatives, such as behavioural programmes, building code changes,

subsidies and information provision. These are based on a recent review paper by Gillingham et al. (2018).

Table K1 in the online Appendix demonstrates that these measures, and in particular cavity wall insulation,

compare quite favourably with most other initiatives.
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Table 6: Cost-effectiveness of each measure

Cavity wall insula-

tion

Loft insulation Replacement

boiler (policy

cost)

Replacement

boiler (private

cost)

Panel A: Cost assumptions (GBP)

Estimated average cost of installation 350 285 200 2000

Panel B: Internal Rate of Return (IRR) over a range of product lifetime assumptions

IRR 10 7% -8% 17% -24%

IRR 20 15% 4% 23% -7%

IRR 30 16% 6% 23% -2%

Panel C: Internal Rate of Return (IRR) over all IMD groups

Sample Average 16% 6% 17% -24%

IMD1 11% 5% 12% -26%

IMD2 14% 5% 14% -25%

IMD3 16% 5% 17% -24%

IMD4 17% 7% 20% -23%

IMD5 18% 9% 22% -22%

Panel D: Cost-effectiveness

GBP per tonne of CO2 removed 36 90 60 600

GBP per kWh saved 0.0072 0.0171 0.0141 0.1412

6 Sensitivity analysis and robustness

This section presents the results of a range of sensitivity analyses and robustness tests. All results are presented

in Sections D, G and H of the online Appendices. The aim is to present information on the stability of the

results across a range of sample splits and alternative specifications.

Considering Table G1, Column 1 presents results when the entire sample is included without using a matched

control group. This is useful as it provides quantification of the degree of bias that might exist should selection

not be controlled for. The coefficients for both type of insulation remain consistent with our central estimates,

however heating system replacement is considerably lower. Column 2 performs the same estimation including

only dwellings in which natural gas is the primary source of cental heating. This reduces the sample size slightly

and results in a slight improvement in model fit (as measured by R2), and an increase in size of the coefficient

on replacement heating system. Columns 3 and 4 repeat this analysis however we now introduce a matched

control group in both cases. Column 5 presents results using a matched control group, where natural gas is

the primary source of central heating. However, in this specification we also include electricity consumption

as an explanatory variable. This is likely endogenous as households could substitute between both types of

heating, and should be treated with caution. However, this variable contains much information about household

behaviour, appliance usage and occupancy that is otherwise omitted in our estimations, and is interesting to

consider for that reason - particularly if it has an effect on our main results. Inclusion of this variable does not
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affect our central estimates giving us confidence in their accuracy.

Taking the sample used to estimate Column 4 results (matched upgrade and control group, primary heating

is gas), we now estimate a number of additional specifications in which we exclude households with large annual

changes in energy consumption. This is to control for any large changes that might be as a result of changes

in occupancy. Column’s (6-8) present these results in which we exclude dwellings with any annual changes in

either gas or electricity greater than ±50, 40 and 30 percent respectively of the previous year’s consumption.

When this sensitivity check is included, sample size drops significantly and model fit improves considerably

(R2 = 0.398). The coefficients on both insulation measures do not change much, but the effect of heating

system replacement increases. The results in column’s (6-8) are otherwise consistent with each other and for

this reason we favour Column 8 as the preferred specification as this maximises sample size while also accounting

for potential unobserved occupancy changes. Finally, in Column 9 we again include electricity consumption as

an explanatory variable and results remain largely unchanged.

Table D1 provides a comparison of our preferred estimates using Coarsened-Exact Matching with results

generated using both Nearest Neighbour and Kernel Matching techniques. The results are stable across all

matching procedures. Table H1 details of standard errors calculated using alternative clustering methods.

7 Discussion and conclusions

The aim of this research was to explore the distributional impacts of energy efficiency measures. Variation in

energy savings was quantified across a range of domains, by measure, over time, by household type and how this

variation impacts the financial rate of return. In order to comprehensively and robustly explore heterogeneity

we apply Statistical matching, panel econometric estimators, Quantile regression and an Event-Study analysis

to an extremely large database of energy efficiency measures and metered consumption. The database includes

a representative sample from the universe of households entering into energy efficiency schemes administered by

energy suppliers in the UK, mitigating site-selection bias.

Our results indicate that cavity wall insulation and heating system replacement (installation of a condensing

gas boiler) result in an energy saving of about 10 percent of annual consumption, while loft insulation results

in approximately a three percent reduction. These savings are consistent regardless of when the measures were

installed over the sample period. Households living in more deprived areas observe less savings (both in absolute

and percentage terms) than those in more affluent areas. This result is true for all measures examined. Our

composite measure of deprivation may also be masking significant heterogeneity, extremely low savings are

observed in the lowest decile when savings are decomposed by predicted income. Quantile regression analysis

suggests that differential baseline energy consumption does explain some of the difference between socioeconomic
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groups, but not all. Differences between groups persist over time, and we also present suggestive evidence that

savings diminish over time for loft insulation and heating system replacements. This is an interesting avenue for

future research.

The results of this analysis provide both academic and policy insights. Our academic contribution is to

more comprehensively explore heterogeneity in savings from installing energy efficiency measures, allowing us

to better quantify their cost-effectiveness. As far as we are aware this is the first paper to examine longer run

effects and how they vary by levels of household deprivation. This adds to a growing literature examining longer

run effects of building energy codes (Kotchen, 2017) and information stimuli (Allcott and Rogers, 2014).

Better estimation of the financial return on investment provides insight for both policy design and policy

evaluation. Pay-as-you-save financing mechanisms are becoming increasingly popular for energy efficiency. For

example, the Green Deal was a recent policy initiative in the UK (2011-2015) which provided households with

loans in order to finance energy efficiency measures at interest rates of approximately eight percent. This was

widely considered to have been a spectacular failure. The National Audit Office conducted an independent

audit of the Green Deal scheme, finding that during its lifespan the scheme only funded one percent of energy

efficient measures installed nationally. It also found that the scheme saved negligible amounts of CO2 and that

households did not see the loans as an attractive proposition. Concerns were raised prior to the Green Deal

policy that it would not have sufficient appeal for householders. These relate to a range of factors, including

uncertainty regarding energy savings, limited financial appeal, and limited awareness of the scheme (Dowson

et al., 2012). A key factor in limiting its appeal were the high rates of interest charged on loans (Rosenow and

Eyre, 2016). Given the results we observe, it is clear that this rate is not sufficiently low to provide incentives

for many households to partake in this scheme. In particular, low income households would actually lose money

by making these improvements unless energy prices rise significantly. Market-based interventions will only work

for certain segments of the population and policy needs to take this into account.

A question one might ask is why lower income households experience lower rates of return? A body of

literature on the rebound effect identifies changes in energy service consumption that might reduce the expected

savings (Sorrell et al., 2009a). It has also been shown that significant heterogeneity in the rebound effect is

determined by household income and wealth (Aydin et al., 2017)15. A naive assessment might suggest that

environmental policy is more effective when focused on better-off households. However, this is true only in the

narrow sense that upgrades to such households will be more effective at reducing energy use and carbon emissions.

Total welfare gains from upgrades may well be greater for upgrades to low income households, particularly if

lower income households trade-off lower energy savings with increased internal temperatures and this results in

improved well-being and even health outcomes. Evidence suggests this might be the case with regard to health

15This has also been shown in an inter-temporal sense by Fouquet (2018)
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(Wilkinson et al., 2009; Hamilton et al., 2015) and poverty alleviation (Hills, 2012; Watson and Maitre, 2015).

The benefits of energy efficiency investments need to be re-considered with a greater focus on the non-financial

benefits, from both a public and private perspective. At a societal level this means a greater focus on carbon

emissions reduction, as opposed to cost-savings. In particular for low-income households, where much policy is

directed, a greater focus on quantifying other welfare benefits and including them in cost-benefit calculations is

essential.
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